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• Research Focus
• Cyber-physical AI-driven systems

• networking, learning
• … and their hardware interfaces

• Research Group
• 12 PhD students, 1 Research Scientist 

• Mainly funded by NSF and DoW
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Intro and Motivations1

• What does semantic communication mean?

• Why low-latency?
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7Cabrera, Juan A., et al. “6G and the Post-Shannon Theory,” Shaping Future 6G Networks: Needs, Impacts, and Technologies, Wiley 2021.

Nguyen, Loc X., et al. “A contemporary survey on semantic communications: Theory of mind, generative ai, and deep joint 
source-channel coding,” IEEE Communications Surveys & Tutorials, 2025.

Chaccour, Christina, et al. “Less data, more knowledge: Building next-generation semantic communication networks,” IEEE Communications Surveys & Tutorials, 2024.
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Weaver's three levels of communication

channel

Level A — Technical
How accurately are bits
transmitted?

Level B — Semantic
How precisely is meaning
conveyed?

Level C — Effectiveness
How effectively does meaning
affect behavior?

Semantic Comms

Sem.
TX

Sem. 
RX

Traditional 
Comms

Warren Weaver, “Recent Contributions to the Mathematical Theory of Communication,” in Claude E. Shannon and Warren 
Weaver, The Mathematical Theory of Communication, University of Illinois Press, 1949.

Semantic Communications



Low Latency Semantic Communications

Traditional
communications

Semantic 
communications

Transmits the full video frame 
• ~100 Mb/s
• high latency
• not good for time-critical apps

Transmits the relevant info only
• reduce data/control info 

redundancy ~0.1 Mb/s
• preserve task accuracy

Autonomous system scenario: 
A camera-equipped roadside unit needs 

to warn a self-driving car of a 
pedestrian about to step into the road 
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PhyDNNs
Mohammad Abdi, Khandaker Foysal Haque, 
Francesca Meneghello, Jonathan Ashdown, 
and Francesco Restuccia

PhyDNNs: Bringing Deep Neural 
Networks to the Physical Layer
in Proceedings of IEEE INFOCOM 2025
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Split the Computation and Transmit Semantics
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bun



Existing Semantic Comms Challenge
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Task input
APP
TSP
NET
MAC
PHY

APP
TSP
NET
MAC
PHY

Features

Head
DNN

Tail DNN

Task 
output

Total inference time

Mobile execution time
+

Edge execution time
+

Communication latency

TX RX

Encapsulation increases 
overhead!



PhyDNNs Approach
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PhyDNNs are DNNs that can be executed directly at the waveform layer

PhyDNN
Head

PhyDNN
TailTask input PhyDNN

Waveform Task output

Sem.
TX

Sem.
RX

Challenge:
Need to learn channel coding on top of the main task



PhyDNNs Probabilistic System Model
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Extract latent symbols

5. Add the wireless channel model as a non-trainable layer

3. Add embedding layers (stochastic) as trainable layers

4. Add the modulation block as non-trainable layers Convert to waveform

Increase robustness

Embedding Layer
From a dictionary of M embeddings

Head DNN Tail DNNChannel Model
Non-trainable

Trainable

1. Take a pre-trained arbitrary DNN
2. Divide it into head and tail DNNs based on mobile/edge processing power



Loss Function Formulation
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The latent symbols      should carry only task-specific information

Maximally predictive about output Y Maximally compressive about input X

N. Tishby, F. C. Pereira, and W. Bialek, “The information bottleneck method,” arXiv preprint physics/0004057, 2000.
N. Tishby and N. Zaslavsky, "Deep Learning and the Information Bottleneck Principle”, IEEE Information Theory Workshop (ITW) 2015.



Experimental Setup
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• Task: Image classification 

• Datasets: CIFAR-10/CIFAR-100

• DNN architectures: ResNet20, 

ResNet56, and ResNet110

Scan me to 
get the code!



Experimental Results
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Full stack

PhyDNNs

Results (average across different DNNs):
• Reduces by 2.3x latency than BF

• Reduces by 17× communication latency than BF (17x smaller payload)

• Reduces by 70% energy consumption

• Reduces by 92% communication energy consumption

Baselines:
• SC: split computing [1] uses the first ResNet block as head

• BF: BottleFit [2] reduces width of the last conv in the first ResNet block 
of 1-2 kernels

[1] Y. Kang, et al., “Neurosurgeon: Collaborative Intelligence Between the Cloud and Mobile Edge,” ACM SIGARCH Computer Architecture News, 2017
[2] Y. Matsubara, et al., “BottleFit: Learning Compressed Representations in Deep Neural Networks for Effective and Efficient Split Computing,” 
in Proc. of IEEE WoWMoM, 2022.

ResNet110

ResNet110



Comparison with SOTA DT-JSCC
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• Encoder is 100x larger than PhyDNNs

• FLOPS are 2x greater than PhyDNNs

• Only 1.79% loss in accuracy

[DT-JSCC] S. Xie, S. Ma, M. Ding, Y. Shi, M. Tang, and Y. Wu, “Robust Information Bottleneck for Task-Oriented Communication with Digital Modulation,” 
IEEE JSAC 2023

• DT-JSCC increases the latency by ~7×

• DT-JSCC consumes ~8× more energy



Semantic Multiplexing
Mohammad Abdi, Francesca Meneghello 
and Francesco Restuccia

Semantic Multiplexing
arXiv preprint 2026
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Main Idea
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Semantic Multiplexing
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Semantic Multiplexing Transmitter

Semantic 
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Unbind

Disjoint processing

Objective: Transmit multiple semantic streams independently of the number of antennas 

[1] Tony A Plate, “Holographic Reduced Representations,” IEEE Transactions on Neural networks, 1995.



Probabilistic System Model
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Dynamic Adaptation of Semantic Multiplexing
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Two types of pilots:

• Communication Pilots – as in standard transmissions, used to estimate the channel response

• Task-Oriented Pilots – transmitted in one of the computing channels and used to adapt the SSM TX and 
RX blocks

?

Princess cake

?TX
DNN

Semantic 
Pilot

Mod.

Standard Pilot

RX
DNN

Known ResultDemod.

Known BitsSem.
TX

Sem.
RX



Experimental Evaluation
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Testbed:

• Fully-digital SDR built from two 

Zynq UltraScale+ System-on-Chip 

with Pi-Radio front-ends

• 57–64 GHz band (mmWave)

• 8×8 multiplexing

• 1 GHz bandwidth

Mobile Device
Jetson Orin 

Nano

Edge Server
Intel Xeon

NVIDIA A100

Rx Frontend
mmWave 

MIMO SDR

Tx Frontend
mmWave 

MIMO SDR

…

Rayleigh

Wireless 
Channel

Rician



Scalability Analysis
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Image Classification, 4 comms channels

• WideResNet DNNs (WRN): 28-10, 16-8, 10-4 [1]

• CIFAR-10, CIFAR-100
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Results:
• WRN-28-10 CIFAR-10: 93.09% 8-task accuracy, only 

4% less than 2-task accuracy while reducing latency by 4×

[1] Sergey Zagoruyko and Nikos Komodakis, “Wide Residual Networks,” in 
British Machine Vision Conference 2016.



Latency and Energy Consumption
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Baselines:
• MNet/ms: MIMO-DNNs [1] + 

split computing [2]
• BF/ss: [3] 
• MCR2/sm: precoding/postcoding

similar to MIMO comms [4]
• PhyDNN/ss

[1] Yiping Kang, et al., “Neurosurgeon: Collaborative Intelligence Between the Cloud and Mobile Edge,” ACM SIGARCH Computer Architecture News 45, 2017.
[2] Nicolas Menet, et al., “MIMONets: Multiple-Input-Multiple-Output Neural Networks Exploiting Computation in Superposition”. Advances in Neural Inf. Proc. Systems,” 2023.
[3] Y. Matsubara, et al., “BottleFit: Learning Compressed Representations in Deep Neural Networks for Effective and Efficient Split Computing,” in Proc. of IEEE WoWMoM, 2022.
[4]Chang Cai, et al., “Multi-Device Task-Oriented Communication via Maximal Coding Rate Reduction,” IEEE Transactions on Wireless Communications, 2024.
[5] Chang Cai, et al., “End-to-End Learning for Task-Oriented Semantic Communications Over MIMO Channels: An Information-Theoretic Framework,” IEEE Journal on 
Selected Areas in Communications, 2025.

Setup:
• Image classification, WRN-28-10
• 8 communication channels and 4 

multiplexed tasks

Results:
• Reduces latency by ~4× over MNet, BF-9/ss, BF-3/ss, PhyDNN, and 8× over MCR2 (average across models)

• Reduces computation energy by ~34× compared to task-oriented SemCom approaches with WRN-28-10, and 
reduces comms energy consumption by ~187× over full-stack methods on average with WRN-10-4



Inference-time Adaptation
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• Dynamic channel: positions of the transmitter and receiver changed every 100 inference steps

• Comparison with the SOTA MCR2 approach

[MCR2] Chang Cai, et al., “Multi-Device Task-Oriented Communication via Maximal Coding Rate Reduction,” IEEE Trans. on Wireless Communications, 2024.



Ongoing and Future Work3



2) How to monitor 
data reliability?

3 key research 
questions

Semantic communications

1) How to reduce 
latency?
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2) How to monitor 
data reliability?

3 key research 
questions

3) How to limit energy 
consumption?

Imprecise probability

Neuromorphic
computing

Semantic communications

1) How to reduce 
latency?

PhyDNNs
Semantic Multiplexing
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Neuromorphic Computing
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Spiking NeuronArtificial Neuron

https://snntorch.readthedocs.io/en/latest/tutorials/tutorial_2.html
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Reliable and efficient network intelligence
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